
Bio-Intelligent Algorithms 

Exercise 1 
 

For this exercise you will train an unsupervised autoencoder for MNIST dataset. The following are 

step-by-step instructions: 

1. Choose your deep learning framework. It could be any of the following: 

a. TensorFlow (recommended) 

b. Torch (or PyTorch) 

c. Theano 

d. Keras (using either Theano or TensorFlow backend) 

e. Caffe (or Caffe 2) 

f. Microsoft Cognitive Toolkit (formerly CNTK) 

g. If you would like to use another framework not on the above list, email me for approval, 

and include your justifications for using it. 

 

2. Download MNIST handwritten digit recognition dataset: 

http://yann.lecun.com/exdb/mnist/ 

Note that all the deep learning frameworks above have an MNIST tutorial. 

 

3. MNIST contains 60,000 training samples, and 10,000 test samples. Each sample is a 28x28 

grayscale image, and it contains a label (0 to 9).  

Train an autoencoder using the first 50,000 samples. You must ignore the labels (unsupervised 

learning). Your autoencoder should be fully connected (not convolutional). 

The last (topmost) layer should contain exactly 30 neurons. In other words, first layer is of size 

784 (28x28), the layers after that are up to you, and the last layer is of size 30. Use the last 

10,000 samples within the training dataset for validation. 

4. When you have finished training run the 10,000 test samples through your neural network. For 

each input, you will obtain a floating point vector of size 30. 

 

5. For each of the 10,000 vectors (of size 30), find their Euclidean nearest neighbor, and check if 

they have the same label. Report the percentage of nearest neighbors with matching labels. 

 

6. Use t-SNE (https://lvdmaaten.github.io/tsne/) algorithm to visualize the results. Only in this 

stage you are allowed to use the labels for coloring the result. Include this final colored image 

in your report. 

 

7. Create a DOC or PDF report which contains an explanations of what you have done, and the 

abovementioned numbers and figures. Together with the report include all your source code 

with instructions on how to run. Put everything in a ZIP file and use your ID for naming the file, 

e.g., 012345678_012345678.zip (ID of both submitters). 

 

8. Note: Your results (matching percentage and the t-SNE figure) should be reproducible. If I run 

your code and the results are substantially different from what you have reported, the 

exercise score will automatically be zero. 


