
Bio-Intelligent Algorithms (89-528)  

Ex2: Automatic Text Generation 
 

In this exercise you have to train an LSTM network (Long Short Term Memory) on a piece of text, such 
that given a character, it predicts the next character. (Note, you can use Gated Recurrent Unites (GRU) 
as an alternative to LSTM). 

Per the instructions given in the class, you can choose any long Hebrew text (preferably close to 10 
million characters). You don’t to use all of it, but the more text you use the better the results are 
expected to be. 

The input and output layer of your neural net should contain all the Hebrew alphabet, and also the 
necessary punctuations marks that are prevalent in your chosen text (softmax output layer). 
 
After the training has finished, run it in prediction mode on Test file (of size 100,000 characters, not 
included in the training set). Each time give it a character and have it predict the next character in the 
softmax layer on the Test file. When you move to a new character, give as input the correct character 
from the text (not the prediction in previous step). 

Calculate two measures for the Test set: 

- Prediction accuracy: The percentage of times the prediction with highest probability is the same 
as the expected target 

- Cross entropy:  

For each character it is calculated as 

 -log2(probability of the correct character in softmax layer) 

For example if the next character is supposed to be “a”, and the network gives the option “a” 
the probability of 0.2 in the softmax layer, cross entropy would be: -log2(0.2) = 2.32 

The total cross entropy is the average over the cross entropy for all the 100,000 characters. 

 

Free text generation 

This time we are using the pretrained LSTM (or GRU) for text generation. Give the network a character 
to start the prediction (if it helps, you can give up to 100 characters of your choice, to set it on the right 
track). Sample the prediction based on probabilities and feed the selected character back to the LSTM, 
to predict the next character. 

Repeat the above process until you have a total of 10,000 characters. 

Note: No manual editing of the generated text is allowed! Any detected manual edits would result in a 
grade of 0 for the exercise, and no appeals would be accepted. However, you can run this as many 
times as you would like, until you obtain a nice text that you like. 

 



What to submit 

You will submit one zip file named 012345678_012345678.zip (replace with your ID). The file should 
contain the following files: 

- 012345678_012345678.txt – the generated text (exactly 10,000 characters) 

- 012345678_012345678.doc (or pdf) – Your report file, which should consist of the following: 

o Your name, ID, Abstract, and the obtained results on test set (accuracy and cross-
entropy) 

o The Abstract should be a few paragraphs at most and will briefly mention what you did, 
how you did it, and what performance results you obtained in the exercise. 

o A detailed report containing experimental results, graphs, etc. 

- Folder named “Code” -  This folder will contain the complete code for everything you did 

- Folder named “EXE” - This folder will contain your executable. Also add a file named 
“instructions.txt” with instructions on how to run the executable in training and prediction 
modes (which parameters to send them, etc), so that I will be able to run them correctly. When 
running your executable in training mode on train.txt, and then running it in prediction mode on 
test.txt, the results should be similar to those in you report. 

  


